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Outline

Basic	feature	extrac2on	
▶ Points,	lines	and	edges	

▶ How	to	compute	deriva/ves	of	images	

▶ First-	and	second-deriva/ves	approaches	

▶ Formula2on	as	spa/al	filters	

More	advanced	examples	
▶ Canny	edge	detector	

▶ Lines	and	circles	by	vo/ng	procedures	

▶ Known	shapes/objects
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What	is	feature	extrac*on?

Recognize	and	extract	specific	features	of	an	image	from	the	
raw	data	that	can	be	used	as	input	to	a	learning	algorithm

Here	we	focus	on	low	level	feature	extrac2on	
▶ Basic	features	that	can	be	extracted	without	any	shape	informa*on	

- e.g.	previous	example	requires	prior	informa2on	on	the	objects	to	extract	

▶ Features	of	interest:	points,	lines	and	edges	

▶ Such	features	will	be	then	used	as	input	to	more	advanced	segmenta*on	algorithms
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Features	of	interest																																																			(1/2)

We	are	interested	in	three	basic	types	of	image	features:	
▶ Edges	

- Pixels	at	which	the	intensity	of	an	image	changes	abruptly		

▶ Lines	
- May	be	seen	as	1-pixel-thick	edges	

▶ Isolates	points	
- Line	whose	length	and	width	are	equal	to	1	pixel

Note:	all	characterized	by	sharp,	local	changes	in	intensity	

Typical	edges	found	in	images

step	edge	
(“ideal”)

ramp	edge roof	edge
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Features	of	interest																																																			(2/2)

How	to	extract	these	features?	Analogy	with	local	averaging	
▶ Local	averaging	smooths	an	image		

▶ Averaging	is	analogous	to	integra/on

No	surprise	that	abrupt,	local	changes	in	intensity 
can	be	detected	using	deriva*ves!
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Image	features	and	deriva*ves																															(1/2)

Analyze	a	single	line	in	a	typical	image 
i.e.	1D	signal

1st	deriva*ve,	f’(x)	
▶ zero	in	areas	of	constant	intensity	

▶ posi*ve	at	the	onset	of	the	ramp  
and	posi*ve	on	the	ramp

Magnitude	of	f’(x) may	be	used	to	iden2fy	edge	pixels	
▶ NB:	an	edge	is	detected	with	“thick”	responses
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Image	features	and	deriva*ves																															(2/2)

Analyze	a	single	line	in	a	typical	image 
i.e.	1D	signal

2nd	deriva*ve,	f’’(x)	
▶ zero	in	areas	of	constant	intensity 

and	zero	on	the	ramp	

▶ posi*ve	at	the	onset	of	the	ramp	but	nega*ve	at	the	end  
(double-edge	effect	and	zero-crossing	point)

Sign	change	of	f’’(x) can	be	used	to	iden2fy	edge	pixels	
▶ NB:	an	edge	is	detected	with	“much	thinner”	responses	

▶ Higher	sensi2vity	to	finer	details
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How	do	we	compute	image	deriva*ves?														(1/5)

For	a	con*nuous	1D	func*on,	the	first-order	deriva2ve	is

For	discrete	func*ons,	it	can	be	approximated	with  
finite	differences	

▶ ∆x is	dictated	by	the	discre2za2on	step	(sampling)	in	x	
▶ NB:	∆x =	1	pixel

It	can	be	implemented	as	a	linear	spa*al	filter!

-1 1

f(x+1)

f(x)



Elaborazione	di	segnali	e	immagini	per	bioinforma2ca Alessandro	Daducci

How	do	we	compute	image	deriva*ves?														(2/5)

Recall	the	defini2on	of	spa/al	filtering	

▶ A	filter	H is	defined	as	a	3x3	matrix	

▶ The	values	wk	define	the	func2on	implemented	by	the	filter	

▶ Response	of	the	filter	(R	)	at	the	central	pixel	computed	by	weighted	average

According	to	our	previous	conven/ons, 
the	filter	for	f’(x)	can	be	wri\en	as

-1 1

0 0 0

0 -1 1

0 0 0



Elaborazione	di	segnali	e	immagini	per	bioinforma2ca Alessandro	Daducci

How	do	we	compute	image	deriva*ves?														(3/5)

Example

Similarly	for	the	second-order	deriva*ve	

▶ NB:	this	expansion	is	about	point	x+1,	we	need	to	center	it	at	x

1 -2 1

-1 1
x   x+1
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How	do	we	compute	image	deriva*ves?														(4/5)

With	discrete	func*ons,	leH	and	right	deriva/ves	don’t	match	
▶ Forward	differences  

																																																	(right	slope)	

▶ Backward	differences  
																																																	(le`	slope)

Solu*on:	take	the	average	
▶ Central	differences  
 
																																																																																																																(average	slope	)

Central	differences	as	spa*al	filter
f (x+1)

f (x-1)
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How	do	we	compute	image	deriva*ves?														(5/5)

Deriva2ves	of	images	
▶ Images	have	two	dimensions	

▶ We	can	take	deriva2ves	of	I(u,v) with	respect	to	u or	v

NB:	the	results	are	two	images	
▶ The	value	in	each	pixel	is	the	corresponding	par2al	deriva2ve

⊗																								=
deriva*ve 
along	u or

⊗																								= or
deriva*ve 
along	v
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Effects	of	noise																																																											(1/3)

Finite	difference	filters	respond	strongly	to	noise

liXle	noise	added 
NB:	2nd	deriva/ve	more	sensi2ve  
								to	noise	than	1st	deriva/ve

real	case 
Where	is	the	edge??

“ideal”	case  
(no	noise)

f(x)
f’(x)

f’’(x)
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Effects	of	noise																																																											(2/3)

Very	important:	smooth	the	image	before	detec2ng	edges	

▶ To	find	edges,	we	look	for	peaks	in	the	deriva2ve	images
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Effects	of	noise																																																											(3/3)

NB:	do	not	exaggerate!

Where	are	
the	edges??
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Detec*ng	isolated	points																																									(1/3)

Isolated	points	are	very	small	features…

…thus,	2nd	deriva*ve	should	be	an	appropriate	choice 
(recall	previous	discussion)

Compute	the	par*als	about	pixel	(x,y)	as	described	before

Laplacian	of	f(x,y)

1 -2 1

1

-2

1
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Detec*ng	isolated	points																																									(2/3)

The	Laplacian	is	then

Wri\en	as	a	spa/al	filter	
▶ Measures	the	weighted	differences	between	a	pixel	and	its	4-neighbors	

▶ This	formula2on	can	be	extended	to	include	the	diagonal	terms	

▶ NB:	coefficients	sum	to	zero		➜		response	R=0	in	constant	areas

Intui*on:	intensity	of	isolated	point	is	quite	different	from	its	
neighbors		➜		this	filter	will	have	high	response	at	that	point

0 1 0

1 -4 1

0 1 0

1 1 1

1 -8 1

1 1 14-
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Detec*ng	isolated	points																																									(3/3)

Usually	a	threshold	T is	used	to	claim	that	a	feature,	e.g.	point,	
has	been	detected	at	pixel	(x,y)

Example
Input	image

Filtered	with  
point	detector	mask T=90%	of	max	value

R	is	the	response 
to	the	detector	mask
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Detec*ng	lines																																																												(1/4)

As	lines	are	very	small	features		(i.e.	1	pixel	wide)  
we	could	use	again	the	Laplacian	mask	

Example	

▶ R=0	in	areas	of	constant	intensity,	and	R≠0	close	to	lines	(and	thin	edges)	
▶ Note	the	double-edge	effect

Laplacian	of	f(x,y)
1 1 1

1 -8 1

1 1 1
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Detec*ng	lines																																																												(2/4)

How	to	handle	posi*ve/nega*ve	values?	
▶ Taking	the	absolute	value	(leH)		➜		thick	lines	

▶ Keeping	posi*ve	values	(right)		➜		thinner	lines

Note:	when	the	lines	are	wide	w.r.t.	mask	size,	lines	are	
separated	by	a	“zero	valley”	
▶ Imagine	a	3x3	mask	in	a	white	region	at	least	5	pixels	wide		➜		R=0	
▶ Line	detec2on	assumes	thin	lines	(otherwise	they	are	edges)
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Detec*ng	lines																																																												(3/4)

The	Laplacian	mask	is	isotropic	
▶ i.e.	insensi2ve	to	line	direc/on

O`en,	it	is	interes2ng	to	detect	lines	in	specified	direc*ons

To	achieve	this,	we	can	filter	the	image	with	specialized	masks	

▶ The	response	of	each	filter	is	maximum	when	line	is	aligned	with	it

1 1 1

1 -8 1

1 1 1

-45°
45°

90°
0°

-1 -1 -1

2 2 2

-1 -1 -1

2 -1 -1

-1 2 -1

-1 -1 2

-1 2 -1

-1 2 -1

-1 2 -1

-1 -1 2

-1 2 -1

2 -1 -1

0° -45° 90° 45°
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Detec*ng	lines																																																												(4/4)

Example	with

Input 
image

Filtered	with	the	-45° 
line	detector	mask

Thresholded	at	T

2 -1 -1

-1 2 -1

-1 -1 2

Response	is	higher	
because	line	is	thinner 

(mask	tuned	for	1-pixel-thick	lines)

High	vs	low  
responses	

(mask	tuned	for	lines	at	-45°)
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Basic	edge	detec*on																																																	(1/2)

Based	on	the	image	gradient	
▶ The	discrete	gradient	of	I(u, v) is	the	2D	vector	

▶ Important	geometrical	property:	it	points	in	the	direc2on  
of	most	rapid	increase	in	intensity

The	gradient	magnitude	is

The	gradient	direc*on	is
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Basic	edge	detec*on																																																	(2/2)

Example

Direc*on	of	an	edge	at	an	arbitrary	point	(x,y)	is	orthogonal	to	
the	direc*on	of	the	gradient	vector	at	the	point,	i.e.	α(x,y)
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First-order	edge	detectors																																								(1/4)

PrewiX	gradient	operator	
▶ We	know	that	finite	differences	are	very	sensi/ve	to	noise	

▶ More	robust	es2mates	by	averaging	in	the	neighborhood

Sobel	gradient	operator	
▶ Similar	to	Prewi\,	but	averaging	is	stronger	in	central	pixel
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First-order	edge	detectors																																								(2/4)

Which	is	∇uI(u,v)?  
And	∇vI(u,v)?

or

or



Elaborazione	di	segnali	e	immagini	per	bioinforma2ca Alessandro	Daducci

First-order	edge	detectors																																								(3/4)

Note	1:	magnitude	is	used	to	highlight	edge	pixels

Note	2:	both	filters	implicitly	perform	smoothing	
▶ Prewi\	

▶ Sobel
deriva2ve

averaging

deriva2ve

averaging
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First-order	edge	detectors																																								(4/4)

Comparison	
▶ Very	similar	performances	

▶ May	vary	depending	on	specific	applica/ons	

▶ In	prac2ce,	try	both	and	choose

PrewiX Sobel
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Image	details	and	edge	detec*on																										(1/2)

Some2mes	the	level	of	fine	detail	is	undesirable	in	edge	
detec2on	because	it	tends	to	act	as	noise	
▶ Fine	details	are	enhanced	by	deriva2ve	computa2ons	

▶ Complicates	detec/on	of	the	principal	edges	in	an	image	

▶ Which	are	the	true	edges?

Example	

▶ Contribu2on	to	image	detail	by	the	wall	bricks	is	significant		➜		this	in	undesired

Idea:	smooth	the	image	prior	to	edge	detec2on
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Image	details	and	edge	detec*on																										(2/2)

Comparison
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Second-order	edge	detectors																																		(1/8)

Based	on	the	2nd	deriva*ves	
▶ NB:	more	sensi/ve	to	noise	than	1st	deriva2ves		➜		need	to	smooth	the	image

The	Marr-Hildreth	algorithm	

▶ Combines	the	Laplacian	operator 

 
with	Gaussian	filtering	

▶ Also	called	Laplacian	of	Gaussian	(LoG)	filter	

▶ The	parameter	σ	is	called	“space	constant”

1 1 1

1 -8 1

1 1 1
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Second-order	edge	detectors																																		(2/8)

Commonly	called	“Mexican	hat“	filter	
▶ From	the	previous	equa2on,	we	can	derive	the	following	expression:	

▶ Which	looks	like	this:

Actually,	this	is	the	
nega*ve	of	the	LoG	
NB:	for	detec/ng	edges,	it	
achieves	the	same	effect
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Second-order	edge	detectors																																		(3/8)
[images	from	R.	Collins	-	CSE486]
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Second-order	edge	detectors																																		(4/8)

Edge-detector	algorithm	
1) Filter	the	input	image	f(x,y) by	convolving	with	LoG	filter	

2) Find	the	zero	crossings	of	the	resul2ng	image	g(x,y)  
to	determine	the	loca2ons	of	edges	in	f(x,y)

NB:	the	opera2ons	involved	are	linear  
i.e.	Gaussian	filtering	and	Laplacian

Equivalent	algorithm	
1) Filter	the	input	image	f(x,y) with	Gaussian	lowpass	filter	

2) Compute	the	Laplacian	of	the	resul2ng	image	

3) Find	the	zero	crossings

=

1 1 1

1 -8 1

1 1 1
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How	to	find	the	zero	crossings?	
▶ A\emp2ng	to	find	the	coordinates	(x,y),	such	that	g(x,y)	=	0	is	imprac*cal 

(e.g.	because	of	noise	and	computa2onal	inaccuracies)	

▶ In	prac*ce,	a	3x3	neighborhood	is	used	

▶ IDEA:		there’s	a	zero	crossing	in	the	central	pixel		⟺	the	signs	of  
at	least	two	of	its	opposing	neighboring	pixels	are	different	

▶ There	are	four	cases	to	test	
- le`/right,	up/down,	and	the	two	diagonals	

▶ A	threshold	is	also	typically	used	
- Test	the	absolute	value	of	their	numerical	difference

Second-order	edge	detectors																																		(5/8)

Is	there	a	zero-crossing 
at	the	central	pixel?
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Second-order	edge	detectors																																		(6/8)
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Second-order	edge	detectors																																		(7/8)

Note	on	parameter	σ	,	i.e.	standard	devia2on	
▶ Controls	the	width	of	the	Gaussian	blur	

▶ Blur	reduces	the	intensity	of	structures	at	scales	smaller	than	σ

Can	be	tuned	to	extract	edges	at	any	desired	scale	
▶ Large	operators	can	be	used	to	detect	blurry	edges	

▶ Small	operators	to	detect	sharply	focused	fine	detail

zero-crossings	with	σ=2 zero-crossings	with	σ=4 zero-crossings	with	σ=8
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Second-order	edge	detectors																																		(8/8)

Q:	why	do	zero-crossings 
form	closed	contours?  
(NB:	in	case	of	threshold	=	0)

A	li\le	digression…	
▶ The	level	set	of	a	real-valued	func2on	f		is:

A:	in	our	case,	the	“heigh	map”	is	a	LoG	filtered	image	
▶ It’s	a	surface	with	both	posi/ve	and	nega/ve	“eleva/ons”…	

▶ …and	zero-crossings	are	contours	with	eleva/on	=	0!

NB:	they	form 
closed	contours



More	advanced	examples



Elaborazione	di	segnali	e	immagini	per	bioinforma2ca Alessandro	Daducci

Canny	edge	detector																																																	(1/9)

Developed	by	John	F.	Canny	in	1986	
▶ More	complex	than	any	edge	detectors	discussed	thus	far	

▶ Performance	is	much	be\er	than	any	other

Based	on	four	basic	objec*ves	
1) All	edges	should	be	found	

2) There	should	be	no	spurious	responses	

3) The	edges	located	must	be	as	close	as	possible	to	the	true	edges		

4) The	detector	should	return	only	one	point	for	each	true	edge	point

Essence	of	Canny’s	work:	express	these	criteria	mathema*cally	
▶ Difficult	(or	impossible)	to	find	a	closed-form	solu/on	

▶ Canny	a\empted	to	find	an	op*mal	solu*on  
(NB:	using	numerical	op2miza2on	with	1D	step	edges	corrupted	by	addi2ve	white	Gaussian	noise)
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Algorithm	
1) Smooth	input	image	with	a	Gaussian	filter		

2) Compute	the	gradient	(magnitude	and	angle)	of	the	image	

3) Thin	edges	by	applying	non-maxima	suppression	to	the	gradient	magnitude	

4) Detect	edges	by	using	double	thresholding

Step	1:	Gaussian	smoothing

Canny	edge	detector																																																	(2/9)
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Canny	edge	detector																																																	(3/9)

Step	2:	compute	the	gradient	

▶ Recall:	points	in	the	direc/on	of	most	rapid	increase	in	intensity	

▶ Magnitude	image	

▶ Direc*on/angle	image

Notes	
▶ Any	basic	edge	detectors	previously	seen	can	be	used,	e.g.	Prewi[,	Sobel…	

▶ M(x,y)	and	α(x,y)	have	the	same	size	as	the	input	image

alterna*ve	nota*on
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Canny	edge	detector																																																	(4/9)

Step	3:	thin	edges	with	non-maxima	suppression	
▶ M(x,y)	typically	contains	wide	borders	around	real	edges	

▶ Thus,	next	step	is	to	thin	those	edges

Based	on	a	discre*za*on	of	gradient	direc*ons	
▶ Example:	3x3	neighborhood	

▶ Let	d1,	d2,	d3,	and	d4	denote	the 
four	basic	edge	direc2ons	available 
in	such	a	neighborhood	

▶ NB:	can	be	extended	to	bigger	sizes

input	
image

M(x,y) 
with	Sobel

d1

d2
d3 d4
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Canny	edge	detector																																																	(5/9)

IDEA	
▶ Find	direc2on	dk	that	is	closest	to	α(x,y)	
▶ Remember	that	gradient	is	perpendicular	to	edge	

▶ If	M(x,y)	larger	than	two	neighbors	along	direc2on	dk  
         let		gN(x,y) = M(x,y)											(i.e.	keep	the	edge	pixel)  
otherwise 
         let		gN(x,y) = 0             (i.e.	suppression	of	a	non-maxima)

NB:	if	we	don’t	discre2ze	direc2ons,	interpola/on	is	needed

d3
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Keeping	large	values	of	gradient

Using	non-maxima	suppression

Canny	edge	detector																																																	(6/9)
[images	from	Euripides	G.M.	Petrakis]

In	any	case,	there	are 
s*ll	false	edges
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Canny	edge	detector																																																	(7/9)

Step	4:	threshold	gN(x,y)	to	reduce	false	edge	pixels	
▶ Single	threshold	

- If	threshold	too	low,	there	will	s2ll	be	some	false	edges	(false	posi*ves)	
- If	threshold	too	high,	actual	valid	edge	pixels	will	be	eliminated	(false	nega*ves)		

▶ Hysteresis	threshold	
- Define	a	low	threshold,	TL ,	and	a	high	threshold,	TH		
- Create	two	addi/onal	images	

- NB:		gNH(x,y)	has	fewer	nonzero	pixels	than	gNL(x,y) 
								All	nonzero	pixels	in	gNH(x,y)	are	contained	in	gNL(x,y)	

- Edge-tracking	algorithm	

- If	a	value	lies	above	TH		➜		immediately	accepted	

- If	a	value	lies	below	TL		➜			immediately	rejected	
- If	TL ≤	value	≤	TH	,	it’s	accepted	if	connected	to	strong	pixels	
- NB:	use	a	8-connec2vity	mask

“weak”	edge	pixels

“strong”	edge	pixels
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Canny	edge	detector																																																	(8/9)

input	
image

Sobel

Canny
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Canny	edge	detector																																																	(9/9)

input	
image

LoG

Canny
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Hough	transform																																																								(1/6)

So	far	we’ve	iden*fied	only	“edge	pixels”,	not	really	edges	

▶ How	do	we	realize	that	such	pixels	lie	on	specific	geometrical	objects?	e.g.	lines

Goal:	find	objects	within	a	certain	shape	
▶ Shapes	can	be	described	in	parametric	form,	e.g.	lines	y=ax+b	

▶ Extract	characteris*c	features	of	such	objects	from	the	image	

▶ Iden2fy	shapes	by	using	a	vo*ng	scheme

In	this	course,	we’ll	focus	on	the	Hough	transform	for	lines	
▶ The	algorithm	can	be	extended	for	the	iden2fica2on	of	arbitrary	shapes
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Hough	transform																																																								(2/6)

Basic	idea	
▶ Transform	image	from	(x,y)	space	into	a	parameter	space	suited	for	describing	lines	

▶ Line	y=ax+b	has	two	params:	by	varying	a	and	b,	we	can	model	any	line	in	the	image	

▶ Each	line	in	the	image	is	therefore	represented	by	a	dot	in	(a,b)	space

(x,y)	space		➜		(a,b)	space	
▶ Create	an	empty	image	H		(called	accumulator)	

▶ For	each	pixel	that	may	be	part	of	a	line	
- Determine	which	pairs	(a,b)	create	a	line	y=ax+b	that	passes	through	that	pixel		

- Increase	H(a,b)	for	those	pairs	(a,b)

image	
space

parameter	
space
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Hough	transform																																																								(3/6)

This	algorithm	is	not	very	prac*cal	
▶ There	are	infinite	lines	passing	through	a	pixel	

▶ A	more	prac2cal	algorithm	examines	only	a	discrete	number	of	pairs	(a,b)	

Hough	transform	algorithm	
▶ Select	a	set	of	discrete	values	for	a	and	b 

e.g.		a ∈ {0,0.1,…,100},			b ∈ {0,1,…1000} 

▶ Create	the	empty	image	H 

▶ Run	an	edge	detector	on	the	input	image	

▶ For	each	“edge	pixel”	p	
‣ For	each	discrete	value	ai	

- Compute	corresponding	b	that	forms	a	line	y=aix+b  
that	passes	through	p 

- Round	b	to	the	nearest	discrete	value	bj 

- H(ai,bj)=	H(ai,bj)+1



Elaborazione	di	segnali	e	immagini	per	bioinforma2ca Alessandro	Daducci

Hough	transform																																																								(4/6)

Example:	some	possible	lines	passing	through	a	pixel	p

In	prac2ce,	(a,b)	parametriza/on	is	not	very	efficient	
▶ Equidistant	discre2za2on	of	a	corresponds	to	lines	with	not	equidistant	angles	

- e.g.		a	∈	{1,	2,	3,	4,	5,	6}		➜		lines	have	approximate	angles	of	{45,	63,	72,	76,	79,	81}	degrees		

▶ For	ver2cal	lines,	a	is	infinite

BeXer	parametriza*on	

- d	:	distance	from	origin	
- θ	:	angle	from	the	posi2ve	x-axis
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Hough	transform																																																								(5/6)

Detec*ng	lines	in	the	original	image	=	finding	maxima	in	H	
▶ All	pixels	lying	on	a	line	have	iden2cal	values	d	and	θ		(or	a	and	b)	

▶ H(d,θ)	has	local	maxima	at	points	corresponding	to	lines	in	original	image

d
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It	is	a	very	robust	technique

Hough	transform																																																								(6/6)

input	image Hough	transform	H

?
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It	is	a	very	robust	technique

▶ Rather	insensi*ve	to	noise,	object	occlusion,	missing	line	parts	…

Hough	transform																																																								(6/6)

input	image Hough	transform	H
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Extension	of	the	Hough	transform																									(1/3)

Q:	how	can	we	detect	circles	in	an	image?

A:	the	algorithm	is	basically	the	same	as	for	detec2ng	lines,	
except	now	we	have	three	parameters	(i.e.	accumulator	is	3D)	
▶ Circle	described	completely	by	center	(a,b)	and	the	radius	R

Case	1:	search	for	known	radius	R 
▶ 2D	search	space	

▶ For	each	edge	pixel	(x,y),	define	a 
circle	in	the	parameter	space 
centered	at	(x,y)	with	radius	R	

▶ The	intersec*on	of	all	such	circles 
in	the	parameter	space	would  
correspond	to	the	center	point 
of	the	original	circle

x = a + R cos(θ) 
y = b + R sin(θ)

image  
space

parameter  
space
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Extension	of	the	Hough	transform																									(2/3)

NB:	mul*ple	circles	with	same	R	can	be	recognized	

▶ Overlap	of	circles	can	cause	spurious	centers	to	be	found	(blue	cell)

Case	2:	search	for	unknown	radius 
▶ Iterate	through	all	possible	radii	(discre2zed)	

▶ For	each	radius,	use	the	previous	technique	

▶ Find	the	maxima	in	the	3D	accumulator

Similar	varia2ons	of	the	Hough	transform	allows	us  
to	detect	all	kinds	of	parametrized	shapes
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Extension	of	the	Hough	transform																									(3/3)

Examples
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Template	matching																																																				(1/3)

Template	matching	is	one	of	the	most	fundamental  
means	of	object	detec*on	within	an	image	

IDEA:	find	a	given	template/patch	in	an	image	
▶ A	template/patch	is	a	small	image	with	certain	features	

▶ Search	can	be	done	using	correla/on

template	image	H

source	image	I
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Template	matching																																																				(2/3)

It	is	a	very	basic	and	straigh^orward	approach	
▶ We	find	the	most	correla2ng	area	

▶ Limita*ons	
- No	scale	invariant	
- No	rota/on	invariant	

▶ This	basic	method	may	be	good	enough	for	basic	applica*ons 
e.g.	non	scale	and	rota2on	changing	input

Simple	tricks	that	work	in	some	applica2ons	
▶ Scale:	thicken	the	edges	

▶ Rota*on:	try	a	discrete	number	of	rota2ons
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Template	matching																																																				(3/3)

More	advanced	approaches	exist	
▶ PaXern	recogni*on:	branch	of	machine	learning	that	focuses	on	the 

recogni2on	of	pa\erns	and	regulari2es	in	data


